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Abstract

Why do individuals sometimes seek information from sources that oppose their prior be-

liefs? Existing explanations typically rely on behavioral motives or dynamic information ac-

quisition. This paper shows that such behavior can arise under fully rational information ac-

quisition when neutral news is available.

I develop a static model in which agents with limited attention commit to a small portfolio

of news sources before observing signals. When only biased sources are available, they opti-

mally choose sources aligned with their prior beliefs. Introducing a sufficiently reliable neutral

source, however, overturns this conclusion. When prior beliefs are not too strong, the optimal

portfolio instead combines the neutral source with one opposing the agent’s prior beliefs. The

two sources are complementary: the opposing source can resolve uncertainty completely, while

the neutral source provides reliable information otherwise.

The analysis identifies a novel mechanism through which neutral media reshape the in-

formational value of biased sources. More broadly, the results suggest that neutral media can

foster exposure to opposing viewpoints not by directly moderating beliefs, but by creating

complementarities across news sources.
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1 Introduction

In the contemporary information environment, biased and neutral news sources coexist and
jointly shape how individuals acquire information. A prominent and well-documented pattern in
this context is confirmation bias: individuals tend to seek out, prioritize, and recall information
that aligns with their pre-existing beliefs (Lord et al., 1979; Rabin and Schrag, 1999; Gentzkow
and Shapiro, 2006). As a result, information consumption often reinforces initial opinions and
limits exposure to opposing views. At the same time, recent empirical evidence suggests that
this pattern is not universal. In some settings, individuals consume a broader portfolio of news
sources and engage with content that challenges their prior beliefs (Bursztyn et al., 2022; Levy,
2021). Existing explanations often emphasize emotional or psychological mechanisms, such as the
affective response to opposing opinions.

This paper explores whether such behavior can arise purely from rational information acqui-
sition when neutral (yet imperfect) media are available. The key result is that neutral media fun-
damentally reshape the informational role of biased sources. When a sufficiently precise neutral
source is available, it can be optimal for agents with weak prior beliefs to combine neutral infor-
mation with information from sources that oppose their prior views. In this sense, neutral sources
act as structural bridges to opposing perspectives: they transform exposure to disagreement from a
psychological anomaly into a rational outcome of information design.

The mechanism underlying this result is conceptually different from mechanisms emphasized
in the existing literature. Most closely related is Che and Mierendorff (2019), who show that oppos-
ing information can be valuable because agents acquire information sequentially and can condition
future learning on earlier signal realizations. By contrast, I study an environment in which agents
commit to their information portfolio before observing any signals and cannot subsequently revise
their choices. By shutting down the possibility of contingent continuation, the model isolates a
different force: neutral sources can make opposing sources valuable through their informational
complementarity.

I develop a stylized static model in which individuals with limited attention choose a small
portfolio of news sources to learn about a binary state of the world. News sources differ only
in their error structures. A neutral source provides imperfect but state-independent information.
Biased sources, by contrast, may fully reveal one state of the world while potentially misreporting
the other. Given an agent’s prior belief, one biased source is aligned with the prior, while the other
opposes it. Agents commit to their information portfolio before observing any signals. This setting
is motivated, for instance, by buying subscriptions or following certain profiles on social media,
where there is (at least a mental) switching cost once the decision is made.

The central mechanism of the paper emerges when agents can consult multiple sources. In this
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case (and provided that the neutral source is sufficiently reliable), some agents optimally combine
a neutral source with a source opposing their prior beliefs. This behavior departs from the standard
notion of confirmation bias, but it does not rely on any behavioral assumptions. Instead, it is driven
by a complementarity between neutral and opposing sources: the opposing source offers a chance
of immediate resolution of uncertainty, while the neutral source provides reliable inference when
such resolution does not occur.

Importantly, the contribution is not simply that opposing information can be valuable. Under
the full-commitment benchmark studied here, opposing sources are never optimal when only bi-
ased sources are available. They become optimal only when combined with sufficiently reliable
neutral information. Thus, neutral media do not merely provide another source of information;
they alter the complementarity structure of discrete information portfolios and thereby create de-
mand for opposing viewpoints even in the absence of dynamic stopping or contingent information
acquisition.

For illustration, consider an agent deciding whether to support a complex policy such as the
European Green Deal. The actual effects of the policy are uncertain at the time of decision-making,
but media outlets offer cues. Suppose the agent believes the policy is likely beneficial but is not
fully confident. She can read only a limited number of news articles due to time constraints. Her
options include Green Future Magazine (a source biased in favor of the policy), Our Coal Weekly
(opposed to it), and the Daily News (neutral but still imperfect).

Reading from Green Future Magazine would likely confirm the agent’s views and boost her
confidence that the Green Deal is beneficial. If the magazine unexpectedly claimed the policy was
harmful, the surprise would be so strong that it could prompt her to fully revise her belief. In both
cases, the agent ends up quite confident about her opinion. In contrast, reading Our Coal Weekly
and encountering a negative report leaves her uncertain—she cannot discern whether the policy
is truly flawed or whether the report simply reflects the source’s bias. The neutral Daily News is
never entirely persuasive due to occasional random errors, but if those errors are sufficiently rare,
it may still be the best choice.

The main result of this paper is that combining Daily News with Our Coal Weekly can be
optimal for some agents, as it rarely leaves them in doubt. An agent who believes the Green Deal
is slightly more likely to be good than bad assigns a meaningful probability to Our Coal Weekly
publishing a surprisingly positive article. If that happens, the agent becomes confident the policy
is beneficial regardless of what the Daily News reports. If Our Coal Weekly claims the policy is
harmful, the agent can still cross-check the claim with the more reliable and unbiased Daily News.
In either case, the agent ends up with a clearer view of the policy’s effects.

The rest of this paper is organized as follows: Section 2 reviews the most relevant literature;
Section 3 sets up the theoretical model; Section 4 presents the results and discusses their implica-
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tions; Section 5 explores the robustness of the results, and Section 6 concludes.

2 Related Literature and Contribution

My research contributes to the literature on endogenous information acquisition, often applied
to the context of media. The benchmark result in this field is confirmation bias, namely, the ten-
dency to consume information that aligns with prior beliefs. Nickerson (1998) summarizes the
earlier psychology literature on this topic. Subsequent contributions have offered various expla-
nations for the phenomenon, including signal misinterpretation (Rabin and Schrag, 1999), reputa-
tion concerns (Gentzkow and Shapiro, 2006), preference for consistency (Yariv, 2005), bounded
memory (Wilson, 2014), the dimensionality of information (Andreoni and Mylovanov, 2012), and
different models of optimal information acquisition (Hu et al., 2024; Jann and Schottmüller, 2026;
Allon et al., 2021; Montanari and Nunnari, 2025; Novák et al., 2024).1 Among these, the last class
of models aligns most closely with the framework I develop in this paper.

Several studies describe behaviors departing from the general preference for aligned informa-
tion. Charness et al. (2021) show that such patterns may arise when sources are biased by omis-
sion and strategically withhold information unfavorable to their interests. Most closely related to
the present paper, Che and Mierendorff (2019) show that opposite-biased learning can arise in a
dynamic information-acquisition problem, where agents face a trade-off between obtaining infor-
mation early and obtaining it more precisely.

The starting point of my paper is similar to that of Che and Mierendorff (2019), but the mech-
anism generating demand for opposing information differs. In their setting, agents acquire infor-
mation sequentially and can condition future information acquisition on earlier signal realizations.
An opposing signal can therefore be valuable because it creates an option value: after favorable
realizations, the agent can stop learning, whereas after unfavorable realizations she continues ac-
quiring information. By contrast, I study simultaneous information-source choice under full com-
mitment. Agents choose their entire information portfolio before observing any signals and cannot
subsequently alter their choices. This distinction is important because it isolates a mechanism for
exposure to opposing viewpoints that does not rely on dynamic reoptimization or contingent con-
tinuation decisions. The contribution of the paper is therefore not simply that opposing information
may be valuable, but that neutral information can make opposing information valuable even un-
der full commitment. In this sense, neutral media act as a bridge to broader opinion exposure by
creating an asymmetric complementarity with opposing sources.

More broadly, the paper relates to the literature on optimal choice of a costly signal. A com-

1Similar considerations have been discussed also in the context of optimal innovation strategy of a firm (Zhong,
2022; Gans, 2023).
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mon result in models with flexible signal design is that optimal information structures subject to
feasibility constraints tend to align with prior beliefs (Matějka and McKay, 2015; Caplin et al.,
2022). In contrast, I study an environment in which agents choose from a finite set of discrete
media sources. The resulting information portfolios exhibit complementarities across sources, and
these complementarities can make a portfolio containing an opposing source optimal even though
acquiring the opposing source in isolation is not.

This paper could also help interpret empirical evidence on news consumption patterns and in-
form the policy debate. Ambuehl and Li (2018) find that when facing biased information sources,
agents underrespond to a subjective increase in source informativeness and overvalue sources pro-
viding certainty. Calford and Chakraborty (2025) report experimental evidence that, when costs
are equal, agents choose diverse portfolios of information sources. In a setting similar to mine,
Montanari and Nunnari (2025) show experimentally that even though a Bayesian agent would op-
timally choose aligned information, individuals sometimes seek out opposing information. Outside
the lab, Bursztyn et al. (2022) has documented the demand for pure news and opinion programs
in TV broadcasts. Levy (2021) runs a field experiment on social media, finding that users might
be satisfied with a combination of opinions. The mechanism proposed in this paper provides one
rational explanation for why such behavior may arise.

3 Model set-up

Let there be two states of the world ω ∈ {a, b}. The agent (news consumer) has a prior belief
represented by the probability of ω = a. I denote this prior belief by q. The objective of the agent
is to match her action t ∈ {a, b} to the true state of the world, in which case she gets a payoff of
one; and a payoff of zero otherwise. That implies a utility function

(1) U(t) =

1, if t = ω

0, if t ̸= ω

Before taking the action, the agent can consume news articles from three different news sources
available, denoted as M ∈ (α, ν, β). These sources send signals s ∈ {A,B} (representing short
news articles). Each source, however, is imprecise and sometimes sends signals that are inconsis-
tent with the actual state of the world. The probability of the mistake depends on the true state
of the world and on the source. There is a source that is biased towards a, a neutral source, and
a source biased towards b, all of them independent conditional on ω. Table 1 defines the mistake
probabilities for different information sources. I assume that the biases of the biased sources are
of equal magnitudes, described by e ∈ (0,1), whereas the bias of the neutral source eν ∈ (0,0.5)
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may differ.
Furthermore, I assume full commitment: once the agent has made her portfolio selection, she

cannot alter it, and all signals are revealed statically. The full-commitment assumption is central
to the contribution of the paper. Unlike dynamic information-acquisition models, agents cannot
condition future information choices on earlier signal realizations and cannot stop learning once
uncertainty is resolved. Consequently, any demand for opposing information that emerges in the
model cannot be attributed to contingent continuation or information-cost savings. The analysis
therefore isolates the informational role of neutral sources in generating exposure to opposing
viewpoints.

Table 1: The news sources and their biases

news sources
α ν β

biased towards a neutral biased towards b
P (A|b) = e P (A|b) = eν P (A|b) = 0
P (B|a) = 0 P (B|a) = eν P (B|a) = e

In this paper, I use the terms opposing and aligned sources to capture the relationship between
an agent’s prior belief q and the biased sources in my model. For q > 0.5 (the agent believing
that a is more likely), the source biased towards a is the aligned source, whereas the source biased
towards b is the opposing source.

The agent is exogenously limited to n signals she can consume. Her task is to choose an
unordered n-tuple W from elements of the set M ∈ (α, ν, β) to maximize her expected payoff.

The problem of the agent is

(2) max(t,W∈{α,ν,β}n)E [U(t)|q,W ] ,

where U(t) and q, n, e, eν are defined above.
This problem prescribes that once the realization of all signals S is observed, the optimal action

of the agent is

(3) t =


a, if rWqS > 0.5

b, if rWqS < 0.5

a or b, if rWqS = 0.5

,

where rWqS = E [Iω=a|q,S,W ], denotes the posterior belief of the agent induced by the signal
received.
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The expected payoff, as depicted in Figure 1, is given by:

(4) E [U(t)|rWqS] = max (rWqS,1− rWqS)
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Figure 1: Expected utility as a function of the posterior belief

4 Results

4.1 Demand for One Signal

I begin with a setting where the neutral source is not available, and the agent can consume only
a single signal from biased sources {α, β}. This benchmark will serve as a reference point for all
subsequent results.

Proposition 1 (Optimal Choice of One Signal, No Neutral Source). If the neutral source ν is not

available, the aligned source always at least weakly dominates the opposing source.

Proof. See Appendix A.1.

I explain the intuition for an agent with a belief (q > 0.5). This agent expects source α to
send signal A, and is quite confident about that because she believes the state of the world is a,
which aligns with the fact that this source is biased towards a. In that case, her belief strengthens
towards one. Even if the source α sends signal B, the agent is well off because the source reveals
that the state of the world must be b. Therefore, all signal realizations are favorable for the agent.
Conversely, source β does not guarantee sufficient certainty. If it sends signal b, the agent is left
unsure whether it reflects the true state of the world or whether it is just a bias of the source.
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A similar result has already been discussed in the literature (Montanari and Nunnari, 2025;
Charness et al., 2021; Che and Mierendorff, 2019). Below, I extend their baseline result by includ-
ing the neutral source.

Proposition 2 (Optimal Choice of One Signal, Neutral Source Available). If the neutral source ν

is available, the optimal choice depends on the prior q and the relative precision eν/e:

• If eν/e > 0.5, the aligned source is always optimal.

• If eν/e < 0.5, the neutral source ν is optimal for agents with q ∈
(
eν
e
, 1− eν

e

)
; otherwise,

the aligned source is optimal.

Proof. See Appendix A.1.

This proposition presents a natural role of neutral media — they become optimal for agents
with weak prior beliefs as they offer a strong and balanced belief shift.

Figure 2 demonstrates the consideration of the agent. The black line shows the convex mapping
between the agent’s posterior belief and its payoff. The agent starts with a prior belief associated
with the payoff denoted by the black dot. Then, she selects one of the available signals. The signal
shifts her belief according to the rules described above. Here, we obtain two possible belief shifts
corresponding to two possible signal realizations for each source, which are denoted by red, blue,
and green dots. Receiving signal A from any source shifts the belief to the right, and receiving
signal B shifts the belief to the left.

Moreover, given that our agent is Bayesian, there is a simple way to illustrate her expected
payoff for each source. The lines connecting the two possible realizations of the signal show all
the convex linear combinations of these two payoffs. Furthermore, its intersection with the vertical
line drawn at the prior belief of the agent (dashed) determines the overall expected payoff for that
source and agent with the given prior belief. 2 Therefore, it is easy to illustrate the intuition behind
optimal source choice by comparing the vertical coordinates of intersections with the dashed line
denoting the prior belief.

Panel (a) of Figure 2 illustrates the case of an agent with a strong prior belief. For her, the
highest payoff is achieved by the aligned source, whereas the other two sources could result in
weaker beliefs and lower expected payoffs.

Conversely, an agent with a weak prior belief benefits the most from choosing source ν, as
demonstrated in Panel (b). Here, the aligned source cannot convince the agent that the state of the
world is a as effectively as the neutral source can.

I express the optimality conditions as functions of e and eν , showing that agents never opt for
the opposing signal. Instead, depending on the strength of their prior belief and the quality of the

2This follows from the fact that the expected posterior belief equals the agent’s prior belief.
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(a) strong prior (q = 0.8), optimal choice: α

(b) weak prior (q = 0.6), optimal choice: ν

Figure 2: Posterior beliefs and expected payoffs for the case of one signal.

Note: For both figures eν = 0.1 and e = 0.4. The prior of the agent is expressed with a black dot and a dashed
black line. The solid black line plots the expected utility as a function of posterior belief. The points demonstrate
the potential posterior beliefs and the payoffs associated with them. The intersection of the lines with the dashed line
shows the expected payoff for a given source.
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sources available, they might seek out a neutral source. The optimal signal choice is completely
determined by q (the prior belief) and the ratio of eν and e (capturing the relative bias of the neutral
source). For eν

e
> 0.5, it is never optimal to choose the neutral source. However, below this

threshold, there is always a band of agents q ∈
(
eν
e
, 1− eν

e

)
who find it optimal to choose the

neutral source. Figure 3 illustrates the optimal signal choices as a function of e and eν .

0 0.2 0.4 0.6 0.8 1
0

0.2

0.4

0.6

0.8

1

ν

αβ

q

e ν e

Figure 3: Optimal signal choice for different parameter combinations

This result suggests that, absent neutral media and assuming the agent pays only minimal
attention, confirmation bias arises even from the simple objective of guessing the true state of the
world, given that agents already have preexisting beliefs. When high-quality neutral sources are
introduced, some agents with weak prior beliefs may prefer them to biased sources. Nevertheless,
this benchmark result takes an interesting twist when I allow the agents to choose multiple signals.

4.2 Demand for Two Signals

Now, suppose the agent chooses a portfolio of two signals, possibly from the same source. I
assume that the agent can distinguish which source sent which signal. Proposition 3 summarizes
the conditions for optimality in this case, focusing only on agents with q ∈ (0.5,1); the claim holds
symmetrically for q ∈ (0,0.5).

Proposition 3 (Optimal Choice of a Two-Source Portfolio). The optimal choice of a two-signal

portfolio (n = 2) is characterized by

• In the absence of a neutral source, only the aligned portfolio αα is optimal.

• In the presence of a neutral source

1. The portfolios αβ, ββ, and αν are never optimal.
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2. Hence, the optimal portfolio is always one of αα,νν,βν

3. There exist thresholds qνν ∈ (0.5,1) and qβνH ∈ (0.5,1) such that, for an agent with

prior belief q ∈ (0.5,1), the optimal two-source portfolio satisfies the following prop-

erties:

– For sufficiently high prior beliefs, q > max{qνν , qβνH}, the unique optimal port-

folio is the aligned portfolio αα.

– For intermediate prior beliefs, q ∈ (0.5,max{qνν , qβνH}), the optimal portfolio

is either αα, νν, or βν — double aligned, double neutral, or mix of neutral and
opposing signal. Each of these dominates over a nontrivial range of parameter

space (q,e,eν).

Proof. See Appendix A.2.

Proposition 3 identifies the central mechanism of the paper. The opposing source does not
become valuable by itself; rather, it becomes valuable because it complements neutral information.
The optimal portfolio therefore contains an opposing source only together with a neutral source.

Baseline Intuition

Some portfolios are never optimal. The portfolio αβ, which combines aligned and opposing
biased sources, rarely improves upon the agent’s prior belief and does not reliably induce sharp
posterior beliefs. Similarly, the double-opposing portfolio ββ performs poorly for agents with
q > 0.5. An important implication is that neutral sources are not merely one of several ways
of generating demand for opposing information. In fact, every optimal portfolio containing an
opposing source also contains a neutral source. Portfolios that combine aligned and opposing
sources alone are never optimal.

Figure 4 demonstrates the choice between source portfolios using similar plots as in the case
of one signal. Since some of the source portfolios offer three different payoff-relevant signal
realizations, it is no longer possible to illustrate the expected payoff as a simple intersection of two
lines. However, the logic remains the same: the expected payoff of a given source is the weighted
average of the three potential payoffs, as shown at the vertical dashed line representing the prior
belief.

Panel (a) demonstrates that for agents with a strong prior belief, no other source can overrule
the one-sided aligned portfolio αα as it always induces a sharp posterior belief.

Nevertheless, as the prior belief weakens, portfolios that capture the neutral source become
more appealing. For some agents with moderate belief, source νν might become the most conve-
nient, as shown in panel (b). This choice is always associated with some probability of receiving
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two different signals and being left with the prior belief, but if it is of sufficient quality, this option
happens only with a little probability, and at the same time, the beliefs when the signals are aligned
are sufficiently sharp for this portfolio to still be the optimal choice.

Complementarity Between Neutral and Opposing Sources

For agents with sufficiently weak prior beliefs, the mixed portfolio βν becomes optimal - Fig-
ure 4, Panel (c). The dominance of this portfolio follows a simple intuition. Either by sending
signal A, source β reveals the true state of the world completely. If not (and the agent gets B from
β), she can benefit from the signal acquired from the neutral source. The posterior belief will, in
all cases, be quite close to 0 or 1, making this combination an optimal portfolio choice.

An important implication of this mechanism is that the portfolio βν can strictly dominate the
aligned–neutral portfolio αν. Under αν, receiving a favorable signal from the aligned source com-
bined with an unfavorable neutral signal leaves the agent with a posterior close to 0.5, substantially
reducing expected payoffs. No analogous low-payoff realization arises under βν, since conflicting
signals still shift beliefs in the direction favored by the more precise neutral source.

This asymmetry is driven by the insurance role of the neutral source. When the opposing source
β fails to reveal the true state, the neutral source provides a reliable corrective signal that still pro-
duces a sharp posterior. By contrast, in the aligned-neutral portfolio αν, contradictory signals can
trap the agent near an uninformative posterior close to 0.5, substantially reducing expected pay-
off. The neutral source, therefore, complements the opposing source but does not symmetrically
complement the aligned source.

This result implies that the availability of a sufficiently precise neutral source is a necessary
condition for opposing information to be included in an optimal portfolio under full commitment.
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(a) strong prior (q = 0.8), αα optimal (b) intermediate prior (q = 0.7), νν optimal

(c) weak prior (q = 0.55), βν optimal

Figure 4: Posterior beliefs and expected payoffs for the case of two signals.

Note: For both figures eν = 0.3 and e = 0.8. The prior of the agent is expressed with a black dot and a dashed black
line. The solid black line plots the relation between belief and expected utility. Points show the potential belief shifts
achieved by consuming the given source. The intersection of the colorful lines with the dashed line shows the expected
payoff for a given source. For clarity, I omit the never optimal portfolio αβ.

Optimality Conditions

In the case of one signal, the optimal choice of sources was completely determined by the
combination of q and eν

e
. For two signals, the optimal signal choice depends on the particular

values of all three parameters e, eν , and q. I derive the exact optimality conditions in Appendix
A.2. Furthermore, I illustrate this result in Figure 5, which shows the optimal source choices for
several parameter configurations.
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For low values of e, I obtain the classical confirmation bias result: it is always optimal to
choose two signals from the aligned source. Nevertheless, once e reaches a certain threshold,
and eν remains sufficiently small, for q around 0.5, it is optimal to choose the opposing source in
addition to the neutral one. As e further increases, two signals from the neutral source become
optimal for intermediate priors. However, some agents with weak beliefs are always left with a
combination of neutral and opposing sources.

Figure 5: Optimal choice of two sources for different parameter combinations

Note: The rows represent different values of the biased sources error e, the columns represent different values of the
neutral source error eν . The horizontal axis of each subplot denotes the prior belief of the agent.

4.3 Demand for n Signals

The role of neutral sources as informational stabilizers and complements generalizes beyond
two-signal portfolios. The portfolia there can be represented by an ordered triplet (kα, kν , kβ),
where kα ≥ 0, kν ≥ 0, kβ ≥ 0, and kα + kν + kβ = n. That brings

(
3+n−1

n

)
different portfolios for

a given n.
Propositions 4 and 5 establish that the mechanism is not a two-signal artifact. The same struc-

tural pattern survives for arbitrary portfolio sizes. Even when agents may acquire many signals,
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opposing information enters the optimal portfolio only through its interaction with neutral infor-
mation.

Proposition 4 (Optimal Portfolio Candidates with n Signals). Let the agent acquire n > 2 signals.

1. In the absence of a neutral source, the unique optimal portfolio consists of acquiring all n

signals from the source aligned with the agent’s prior belief.

2. When a neutral source is available, the optimal choice is either

• all-aligned (for small e, high eν , strong q),

• all-neutral (for small eν , weak q), or

• one opposing, n− 1 neutral,

• one aligned, n− 1 neutral.

Proof. See Appendix A.3.

The logic behind Proposition 4 closely parallels the two-signal case. When only biased sources
are available, mixing aligned and opposing sources is never optimal: opposing signals either fail to
improve beliefs or leave the agent with residual uncertainty, while aligned sources always weakly
dominate. The earlier-derived inclination towards aligned sources is therefore a general result for
any number of signals.

For every even n, the optimality of an opposing-neutral portfolio can be further characterized.
Once the neutral source is sufficiently reliable, at least some agents with weak prior beliefs choose
this portfolio.

Proposition 5 (One opposing-rest neutral optimality for even n). Let the agent be able to acquire

n > 2 signals, where n is even. Then, either

1. The only optimal portfolios are all-aligned, or

2. There exists a band of agents around q = 0.5, where the one opposing-rest neutral portfolio

dominates.

Proof. See Appendix A.4.

The intuition for even n is quite straightforward. With even n, and one signal acquired from
the opposing source, the agent can further rely on an odd number of neutral sources. Therefore,
even in the unfortunate case when the opposing source does not reveal the true state of the world,
the agent can rely on decisive information from neutral sources. Since there are an odd number of
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them, they must point to one of the states; there cannot be a draw. This provides insurance even
against the unfavorable signal realization.

Figure 6(a) illustrates the optimality regions for an even n. Indeed, either everyone chooses
only the aligned source, or there is a region of opposing-neutral consumers. In the latter case, the
general pattern is that moderate-belief consumers opt for the neutral source, while extreme-belief
consumers choose the aligned source. Additionally, for narrow ranges of q, symmetric around
q = 0.5, one aligned-rest neutral, or one opposing-rest neutral, may become optimal.

Conversely, for odd n, combining one opposing signal with n−1 neutral sources puts the agent
into danger of the opposing signal not revealing the true state of the world, and at the same time, the
neutral sources delivering an equal number of opposing and aligned signals. This realization would
leave the agent quite uncertain; as a result, it is often dominated by other portfolios. Nevertheless,
for some parameter configurations, it can still dominate. Figure 6(b) shows the optimal choice of
five sources, demonstrating the general patterns described.

5 Robustness and Scope of the Mechanism

The baseline model makes several simplifying assumptions regarding preferences, signal struc-
tures, and the timing of information acquisition. This section investigates which of these assump-
tions are essential for the emergence of opposing-neutral portfolio optimality. The analysis pro-
ceeds from the most fundamental features of the model to more specific modeling choices.

Turns out that under full commitment, demand for opposing information is robust to alterna-
tive utility functions, more general signal structures, and imperfectly biased sources. However, it
relies on two ingredients: (i) the availability of a source capable of resolving the ambiguity gen-
erated by the opposing signal, and (ii) a discrete portfolio environment that allows informational
complementarities across sources.

5.1 General Preferences

Since the main intuition does not rely on the linearity of the utility function, the results also gen-
eralize to more sophisticated functional forms. Intuitively, the news consumption patterns depend
on the convexity/concavity of the utility function on each side of the flat belief threshold. If the
function is convex on each subinterval, sharpening belief is most valuable when belief already is
quite sharp. That means the agent should favor signal structures that ensure at least moderate pos-
teriors and avoid realizations that would leave the agent very uncertain. This results in the agents
avoiding the opposing-neutral portfolios, especially when the probability of complete resolution
of uncertainty remains quite low. Conversely, for concave utility functions, the opposing-neutral
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(a) n = 6

6

(b) n = 5

Figure 6: Optimal source choices for different values of q, e, and eν , and n.
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portfolios become more appealing, as they offer a significant improvement even when uncertainty
is only partially resolved. Figure 7 illustrates this consideration.
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(a) piecewise convex expected utility
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(b) piecewise concave expected utility

Figure 7: Optimal choice of two signals with alternative underlying expected utility functions

Note: The dashed black line shows the prior (here q = 0.55). The intersections with this line demonstrate the expected
utility of the given prior for the given portfolio. The choice of error rates e = 0.8, eν = 0.3 enables comparison with
the benchmark case (Figure 3(c)).

Appendix A.5 explores the optimality regions for a class of polynomial functions, confirming
the aforementioned intuition. Overall, the main result of this paper– optimality of the opposing-
neutral portfolio– survives as long as the utility function is not too convex.

5.2 General Signal Structures

What Complements an Opposing Source?

The baseline model assumes that the signal complementing the opposing source is neutral. To
understand whether neutrality itself is essential, I replace the neutral signal with a generic signal
κ. This signal is neither completely biased nor perfectly neutral. Instead, the error rate in state a is
εa, and the error rate in state b is εb, where in general εa ̸= εb. Thus, κ may be biased toward either
state, but its degree and direction of bias are allowed to vary independently.

For fixed prior q and baseline signal accuracy e, I evaluate the expected utility of all feasible
two-signal portfolios, (αα, αβ, β,β, ακ, βκ, and κκ) and identify the optimal portfolio for every
pair (εa,εb) ∈ [0,0.5]2). Appendix A.6 shows that the signals that optimally complement β are not
necessarily neutral. Rather, the optimal complementary signals are typically biased towards a (in
other words, more precise in state a, mathematically εb > εa), but only moderately so. As the bias
becomes too strong, source κ ceases to provide sufficiently reliable information to insure against
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the nonrevealing realization of the opposing signal.
More broadly, the role of the second source is not to be exactly neutral. Its role is to resolve

residual uncertainty left by the opposing source. Neutral signals provide a particularly natural
example of such a complement, but they are not the only possible ones.

Imperfect Revelation

A similar generalization can be applied to the biased signals. In the baseline model, each biased
source perfectly reveals one of the states of the world. This assumption can be relaxed by allowing
biased sources to make mistakes in both states, provided that they remain more accurate in the state
toward which they are biased. Specifically, let source α̂ satisfy

P (Bα̂ | a) = c < P (Aα̂ | b) = e,

and define β̂ symmetrically by

P (Aβ̂ | b) = c, P (Bβ̂ | a) = e,

where 0 < c < e < 1.
Appendix A.7 derives the complete one-source characterization under this more general signal

structure. The main qualitative conclusions of Propositions 1 and 2 remain unchanged. For agents
with priors above one-half, the generalized aligned source weakly dominates the generalized op-
posing source, while the neutral source remains optimal only for sufficiently moderate prior beliefs.
For sufficiently strong priors, none of the available signals changes the agent’s optimal action, so
all sources yield the same expected payoff and the agent is indifferent among them.

More importantly, the paper’s central portfolio result also survives this generalization. Ap-
pendix A.7 establishes that there exist parameter values for which a portfolio combining a gener-
alized opposing source with a neutral source is uniquely optimal. Thus, perfect revelation from
biased sources is not the driving force behind the complementarity identified in the paper. Instead,
the complementarity arises because opposing and neutral sources provide distinct informational
advantages. The generalized opposing source remains relatively informative precisely when the
less likely state occurs, whereas the neutral source provides more balanced information across
states. Combining the two, therefore, allows the agent to exploit complementary informational
strengths that neither source possesses individually.
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5.3 Discrete versus Continuous Information Acquisition

This subsection connects the portfolio-based mechanism developed in Propositions 3 and 4
with the canonical continuous-signal benchmark in rational inattention and Bayesian persuasion.

In the standard signal design problem (Matějka and McKay, 2015; Caplin et al., 2022), the
agent chooses a single binary signal structure σ characterized by error rates

c := P (Bσ | a), e := P (Aσ | b),

subject to a feasibility constraint such as e + c ≥ ε, ruling out degenerate perfect-information
experiments. The choice set is convex in (c,e), and the objective is linear in posterior beliefs.
As a result, optimal signal structures lie at extreme points of the feasible set. For an agent with
prior q ≥ 1/2, this implies a corner solution of the form e = ε and c = 0, i.e., a fully aligned
experiment. In this sense, the continuous-signal benchmark delivers a sharp prediction: optimal
information acquisition involves only signals aligned with the prior.

The portfolio problem studied here differs from this benchmark. Rather than choosing a point
in a convex space of signal structures, the agent selects a finite portfolio of discrete sources, each
with a fixed error structure, subject to an attention constraint. The induced information structure
is determined by the joint distribution of these sources rather than by a single experiment. As
a consequence, the set of implementable aggregate information structures is no longer convex.
This non-convexity underlies the characterization results in Propositions 3 and 4: introducing a
neutral source can generate discontinuous changes in optimal portfolios, and only a small subset
of feasible allocations can be optimal.

The portfolio formulation may also provide a natural description of real-world news consump-
tion. Individuals typically allocate attention to a small number of discrete information sources—
newspapers, television channels, newsletters, or social media accounts rather than designing statis-
tical experiments. Moreover, these sources are often perceived categorically as broadly neutral or
leaning toward one side of an issue, making the portfolio problem a more natural abstraction than
continuous signal design. As shown above, the main mechanism is robust to both imperfect bias
and imperfect neutrality, suggesting that it arises from the discreteness of available information
sources rather than from the particular signal specification.

5.4 Static versus Sequential Acquisition

To further distinguish the mechanism studied here from dynamic attention-allocation models
such as Che and Mierendorff (2019), I introduce a cost γ > 0 for acquiring a second signal and
compare two timing structures.
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In the sequential problem, the agent first chooses and observes one signal, then decides whether
to acquire a second signal and, if so, which one, at cost γ. Acquisition and expenditure can there-
fore be conditioned on the first signal realization. In the static problem, the agent must instead
commit ex ante either to one free signal or to a two-signal portfolio in which the second signal
costs γ. The latter formulation preserves the full-commitment structure of the baseline model
while allowing the agent to choose the size of the portfolio.

Figure 8 organizes the comparison along two dimensions. The upper row excludes the neutral
source, while the lower row includes it. The left column represents sequential acquisition, whereas
the right column imposes static full commitment.

Panel (a) provides a simplified qualitative illustration of the cost-dependent pattern in Che and
Mierendorff (2019). It is included as a conceptual benchmark rather than as a quantitative solution
to the sequential realization of the present model. For low signal costs, the agent acquires both
opposing and aligned sources. At intermediate costs, she switches to aligned information only,
while at sufficiently high costs, she acquires no additional signal. Thus, sequential flexibility can
make opposite-biased learning optimal when additional information is sufficiently inexpensive.

The remaining three panels report optimal strategies in the model studied here for the repre-
sentative calibration

e = 0.8, eν = 0.3, q = 0.55,

for which the baseline full-commitment model exhibits βν optimality. Appendix A.8 provides the
corresponding calculations of continuation values and cost thresholds.

Panel (b) removes contingent acquisition while continuing to exclude the neutral source. The
opposing-first strategy optimality then disappears. For sufficiently low costs, the agent commits to
two aligned signals, αα. Once the cost of the second signal exceeds γSIMNO, the agent acquires only
one aligned signal, α. Thus, in the absence of a neutral source, replacing sequential acquisition
with full commitment restores the aligned-only benchmark.

Panel (c) introduces the neutral source into the sequential problem. For sufficiently low costs,
the agent begins with ν and conditions the second source on its realization: after A, the agent
acquires α, whereas after B, the agent acquires β. Importantly, although β is opposing relative to
the ex-ante prior, it is aligned with the agent’s interim belief following the neutral realization B.

As costs increase, the aligned signal is dropped before the opposing signal, illustrating the
stronger complementarity between the neutral and opposing sources than between the neutral and
aligned sources. Intuitively, after receiving A the agent is already fairly confident that the state is
a, so an additional signal is unlikely to alter her action sufficiently to justify its cost. By contrast,
the opposing signal becomes especially valuable after receiving B. In that case, the agent’s pos-
terior belief is relatively weak, creating a greater incentive to purchase a second signal and reduce
uncertainty. At sufficiently high costs, however, even the opposing signal is no longer worthwhile,
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Figure 8: Optimal strategies as a function of the second signal cost γ.

Note: Panel (a) provides a simplified qualitative representation of the cost-dependent pattern in Che and Mierendorff
(2019). Panels (b)–(d) report optimal strategies in the present model for e = 0.8, eν = 0.3, and q = 0.55. The
upper row excludes the neutral source, while the lower row includes it. Sequential acquisition is shown in the left
column and static full commitment in the right column. In Panel (c), the first source is chosen before any realization
is observed; branches labeled A and B report the continuation choice following the first realization, and X denotes
stopping. Vertical dashed lines identify cost thresholds at which the optimal strategy changes. The thresholds are
illustrative, and the horizontal axes are not drawn to a common scale. See Appendix A.8 for the calculations.

and the agent acquires only ν in the first stage.
Panel (d) illustrates the paper’s central mechanism. Under full commitment, the agent cannot

condition the second-source choice on the first realization. Because the opposing signal generates
greater value than the aligned signal when paired with the neutral source, the agent chooses the
portfolio βν rather than αν once this flexibility is removed. When the cost exceeds γSIM, the agent
acquires only the neutral signal.

Taken together, the four panels highlight two distinct mechanisms through which an ex-ante
opposing source can appear in an optimal information strategy. Sequential acquisition allows the
agent to condition subsequent learning and expenditure on earlier signal realizations. Neutral-
source complementarity can include an opposing source in an optimal portfolio even when the
entire portfolio is chosen ex ante. Because the exercise focuses on a single calibration, its role
is primarily illustrative rather than to provide a general characterization of the costly-acquisition
environment.
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6 Conclusion

This paper shows that neutral news sources play a structurally central role in shaping ratio-
nal information acquisition. While confirmation bias remains the benchmark outcome when only
biased sources are available, the introduction of sufficiently precise neutral media fundamentally
alters optimal consumption patterns. Neutral sources do not simply moderate beliefs; they restruc-
ture the informational environment in which biased outlets operate.

In particular, agents with weak prior beliefs may optimally combine neutral sources with
sources opposing their prior views. This portfolio exploits the complementarity between reliable
neutral information and the possibility of immediate uncertainty resolution offered by opposing
sources, generating sharp posterior beliefs without requiring any intrinsic preference for disagree-
ment. This complementarity is asymmetric: neutral sources increase the informational value of
opposing sources more than that of aligned sources. Neutral news insure against the opposing
source failing to reveal while preserving the possibility of immediate certainty. However, when
combined with an aligned source, they pose a serious threat of contradicting the non-revealing
realization of the aligned source, leaving the agent uncertain.

More broadly, the analysis identifies a mechanism for exposure to opposing viewpoints that is
distinct from the dynamic continuation or other mechanisms studied in the literature. Under full
commitment, opposing sources are never optimal when only biased sources are available. They
become part of an optimal information portfolio only when paired with sufficiently reliable neutral
information.

The results are robust to the exact specification of preferences or to imperfect signal structures.
Rather, it relies on two central features: the availability of a source that can resolve the ambiguity
generated by the opposing signal, and a discrete information environment in which complementar-
ities across sources become relevant.

Taken together, these results suggest that exposure to diverse perspectives may emerge endoge-
nously through rational information acquisition, highlighting a potentially underappreciated role
of neutral media in facilitating such exposure.
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A Appendix

A.1 Proof of Propositions 1 and 2

Proof. I prove Propositions 1 and 2 (demand for one signal with/without neutral media) by di-
rectly computing the expected utilities for each source. First, I consider source α. An agent
with belief q assigns probability q + e(1 − q) to this source sending signal A and leading the
agent to form a belief of q

q+e(1−q)
. This posterior belief translates into an expected payoff of

max
{

q
q+e(1−q)

; 1− q
q+e(1−q)

}
. Otherwise, the source sends signal B, and the agent forms a be-

lief of q = 0 and gets a payoff of 1. Given that, the expected payoff for source α is

E [U |α,q] = [q + e(1− q)] · max
[

q

q + e(1− q)
, 1− q

q + e(1− q)

]
+ (1− e)(1− q),

which can be simplified to

E [U |α, q] = max [q, e(1− q)] + (1− e)(1− q).

Using similar logic, we get

E [U |β, q] = max [eq, (1− q)] + (1− e)q,

and
E [U |ν, q] = max [eνq, (1− eν)(1− q)] + max [(1− eν)q, eν(1− q)] .

By comparing these expected utilities, we get that

• source α dominates source β for all q ∈ (0.5,1) (and vice versa for q ∈ (0,0.5))

• for eν/e < 0.5 and q ∈
(
eν
e
, 1− eν

e

)
, ν dominates both biased sources.

A.2 Proof of Proposition 3

Proof. Without loss of generality, I assume that q ∈ (0.5,1). All the intuition applies symmetrically
to q ∈ (0,0.5).

Imposing this restriction on q allows me to simplify the expected utilities (Table A.1).
These simplified expressions imply that the portfolio αβ is dominated by αα (since e > e2)
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Table A.1: Expected Utilities for q > 0.5

Portfolio Expected Utility

αα 1− e2(1− q)

αβ 1− e(1− q)

ββ

{
1− e2q if e <

√
1−q
q

q(e2 + 1)− 1 otherwise

αν

{
(1− eν)q + [e(1− eν) + (1− e)] (1− q), 0.5 ≤ q < e(1−eν)

e(1−eν)+eν

q + (1− e)(1− q), q ≥ e(1−eν)
e(1−eν)+eν

βν


(1− e)q + (1− q) if q < e(1−eν)

e(1−eν)+eν

(1− eeν)q + (1− q)(1− eν) if e(1−eν)
e(1−eν)+eν

≤ q < eeν
eeν+1−eν

q if q ≥ eeν
eeν+1−eν

νν

{
(1− eν)

2 + 2(1− eν)eνq, if 0.5 < q < (1−eν)2

(1−eν)2+e2ν

q, if 1 > q ≥ (1−eν)2

(1−eν)2+e2ν

and is therefore never optimal. Moreover, αα always dominates ββ, because

for e ≤
√

1− q

q
: E [U |αα,q > 0.5] = 1− e2(1− q) ≥ 1− e2q = E [U |ββ,q > 0.5]

for e >

√
1− q

q
: E [U |αα,q > 0.5] = qe2 + 1− e2 ≥ qe2 + q − 1 = E [U |ββ,q > 0.5] ,

because by definition q − 1 < 0 < 1− e2.
This proves the first part of the proposition — in the absence of the neutral source, the unique

optimal portfolio is αα.
Furthermore, αν is also always dominated by either βν or αα. I illustrate the intuition for

βν first. Given the symmetry of the problem, it has to be that at q = 0.5. Also, one could show
that in some neighborhood of q = 0.5 it is that E [U |αν] = (1 − eeν)q + (1 − q)(1 − eν), and
E [U |βν] = (1 − eeν)q + (1 − q)(1 − eν). From there, it can be shown that the expected utility
for αν decreases in q, whereas βν increases in q. Thus, βν dominates αν until these two curves
intersect again, which happens only after q reaches eeν

eeν+1−eν
and the utility curve for αν becomes

increasing again. Then, utility curves for αν and βν intersect at

q̂ =
e− eν

e− eν + eeν
.
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By that, we have shown that for 0.5 < q < q̂, αν cannot be the optimal choice since it is dominated
by βν.

When 1 > q > q̂, portfolio αν is dominated by αα. This could be easily shown by comparing
the expected utilities

E [U |αν,q > q̂] = q + (1− e)(1− q) > 1− e2(1− q) = E [U |ββ,q > q̂] ,

as 0 < e < 1.
By this, I have excluded αν, ββ, αβ from the candidates for the optimal source portfolio for

q > 0.5. Now, I establish conditions for each of the remaining portfolios, αα, νν, and βν, to be
optimal. To do that, I use the following notation for the switching points

qβνL =
e(1− eν)

e(1− eν) + eν
,

qβνH =
eeν

eeν + 1− eν
,

qνν =
(1− eν)

2

(1− eν)2 + e2ν
.

It can be shown that qβνL ≤ qβνH . However, qνν could lie above or between these values.
I proceed by showing that if βν is optimal, it has to be that qβνL ≤ 0.5 ≤ q ≤ qβνH . I

prove this claim by contradiction. Assume that 1 > q > qβνH . Then, E [U |βν,q] = q, which
is always lower than E [U |αα,q] = 1 − e2(1 − q). Now, assume that 0.5 < q < qβνL. Then,
E [U |βν,q] = (1−e)q+1−q. This is greater than E [U |αα,q] = 1−e2(1−q) only if q < e/(1+e).
However, since e ∈ (0,1), we get a contradiction with the condition q > 0.5. Therefore, βν can
only be optimal if qβνL ≤ q ≤ qβνH . Moreover, this implies, that when qβνL < 0.5, βν is
not optimal for q < qβνL. Similarly, it could be shown that in this case βν is not optimal for
q ∈ (qβνL,qβνH) either.

In a similar manner, νν can only be optimal if q ≤ qνν , as for q > qνν , it is dominated by αα.
Given that, we can finally describe the optimal portfolio choices for both the relative positions

of the breaking points and all admissible parameter combinations.

• Case A qνν < qβνH

– For q ∈ (qβνH ,1): αα is optimal

– For q ∈ (qνν ,qβνH)

* if q < e2+eν
e2+eν−eeν

, αα is optimal,

* otherwise βν is optimal
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– For q ∈ (0.5,qνν)

* if q < e2+eν
e2+eν−eeν

, and at the same time q < 1−e2+(1−eν)2

2(1−eν)eν−e2
αα is optimal,

* if q ≥ 1−e2−(1−eν)2

2(1−eν)eν−e2
, and at the same time q ≥ eν−e2ν

eν−2e2ν−eeν
, νν is optimal,

* otherwise βν is optimal.

• Case B qνν > qβνH

– For q ∈ (qνν ,1): αα is optimal

– For q ∈ (qβνH , qνν)

* if q < 1−e2+(1−eν)2

2(1−eν)eν−e2
, αα is optimal,

* otherwise βν is optimal

– For q ∈ (0.5,qβνH)

* if q < e2+eν
e2+eν−eeν

, and at the same time q < 1−e2+(1−eν)2

2(1−eν)eν−e2
αα is optimal,

* if q ≥ 1−e2+(1−eν)2

2(1−eν)eν−e2
, and at the same time q ≥ eν−e2ν

eν−2e2ν−eeν
, νν is optimal,

* otherwise βν is optimal.

A.3 Proof of Proposition 4

Next, I examine the case where the agent can receive n > 2 signals. Her problem would be to
choose source portfolio represented by an ordered triplet (kα, kν , kβ), where kα ≥ 0, kν ≥ 0, kβ ≥
0, and kα + kν + kβ = n. That brings

(
3+n−1

n

)
options for a given n.

No neutral source

I start by showing that when a neutral source is unavailable (or very imprecise), and the agent
is allowed to choose only from sources α and β, it is never optimal to choose a combination of
these sources. Conversely, the agent always chooses to acquire all signals from her aligned source,
which means α for agents with q > 0.5 and β for agents with q < 0.5

In this simplified problem, the agent chooses kα, and kβ such that kα + kβ = n. Then, she
gets kα signals from source α and kβ signals from source β. Let me denote by kαB the number
of signals B sent by source α, and by kβA the number of signals A sent by source β. Given the
design of our sources, we can use these two numbers to classify all the possible signal realizations
the agent might get.

There are, in principle, four different cases. First, the case when kαB > 0, and kβA = 0

completely reveals that the state of the world is B. Symmetrically, the case when kβA > 0, and
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kαB = 0 completely reveals that the state of the world is A. Given the structure of our sources, we
can easily compute the probabilities that the agent assigns to these signal realizations.

The case when both kβA and kαB are non-zero has probability zero since no state of the world
could support this signal realization.

Only when kβA and kαB are equal to zero (which means that both sources sent only the signals
in line with their bias), the posterior beliefs of the agents end up being non-trivial.

Table A.2 presents the probabilities of these signal realizations, the posterior beliefs, and ex-
pected payoffs.

Table A.2: Clasification of all possible signal realizations using kαB and kβA

kαB kβA P [S|q,W ] rWqS E[U |q,W,S]
> 0 = 0 (1− ekα)(1− q) 0 1
= 0 > 0 (1− ekβ)q 1 1
> 0 > 0 0 — —

= 0 = 0 ekβq + ekα(1− q) e
kβ q

e
kβ q+ekα (1−q)

max
[

e
kβ q

e
kβ q+ekα (1−q)

, ekα (1−q)

e
kβ q+ekα (1−q)

]

Given this, and noticing that it has to be that kα + kβ = n, the problem of the agent can be
rewritten as

maxkα∈[0,n]
{

max
[
en−kαq,ekα(1− q)

]
+ (1− q)(1− ekα) + q(1− en−kα)

}
.

Here, for a while, I abstract from the fact that kα should be an integer and handle it as a real number.
I first show that there is no interior solution; therefore, for any n, e, and q, it is optimal to choose
kα = 0 or kα = n

I proceed by taking the first derivative of the expected payoff. Since the objective function
contains a maximum operator, the derivative of the function for kα = loge

(√
qen

1−q

)
does not exist.

Otherwise, it can be expressed as

if kα < loge

(√
qen

1− q

)
: −(1− q)ekα ,

if kα > loge

(√
qen

1− q

)
: qen−kα .

This shows that for kα < loge

(√
qen

1−q

)
, the function is strictly decreasing, reaches a local min-

imum in kα = loge

(√
qen

1−q

)
and then increases again. Therefore, no interior kα maximizes the

objective function.
This implies that the only optimal choice could be kα = n, or kα = 0. Let me now derive
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conditions for the optimality of each choice. The expected utilities equal

E [U |q,W,(kα = 0)] = max [enq,(1− q)] + q(1− en)

E [U |q,W, (kα = n)] = max [q,en(1− q)] + (1− q)(1− en)

The agent always chooses the kα that delivers higher expected utility. It turns out that

• for q < 0.5: E [U |q,W,(kα = 0)] > E [U |q,W,(kα = n)], and the optimal choice is kα = 0,

• for q > 0.5: E [U |q,W, (kα = n)] > E [U |q,W,(kα = 0)], and the optimal choice is kα = n.

That means that all agents that initially believed a is more likely to be the state of the world
consume only signals from source α, and all agents who initially believed b is more likely to be the
true state of the world consume only from source β.

Including the neutral source

Now, I perform a similar analysis for the case, where the neutral source is available. Here,
the agent chooses kα, kν , kβ . Again, I will denote by kαB the number of signals B received from
source α, and similarly by kβA the number of signals A received from source β. These numbers
can be used to classify signal realizations into four cases. Table A.3 summarizes them assuming
that the agent chose to consume kν signals from the neutral source and received kνA signals A from
it

Table A.3: Classification of all possible signal realizations using kαB and kβA, and kνA

kαB kβA P [S|q,W ] rWqS

> 0 = 0 (1− ekα)(1− q)ekνAν (1− eν)
kν−kνA 0

= 0 > 0 (1− ekβ)qekν−kνA
ν (1− eν)

kνA 1
> 0 > 0 — —

= 0 = 0 ekβqekν−kνA
ν (1− eν)

kνA

+ekα(1− q)ekνAν (1− eν)
kν−kνA

e
kβ qe

kν−kνA
ν (1−eν)kνA ekβqekν−kνA

ν (1− eν)
kνA

+ekα(1− q)ekνAν (1− eν)
kν−kνA



The expected utility for a particular choice of kα,kν , and kβ can be computed by taking an
expectation of the expected utilities over all possible realizations of kνA — the combination of
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signals delivered by the neutral source. That yields

E[U |q,W ] = E[E[U |q,W,S]|S] =
kν∑

kνA=0

(
kν
kνA

)
(1− ekα)(1− q)ekνAν (1− eν)

kν−kνA+

kν∑
kνA=0

(
kν
kνA

)
(1− ekβ)qekν−kνA

ν (1− eν)
kνA+

kν∑
kνA=0

(
kν
kνA

)[
ekβqekν−kνA

ν (1− eν)
kνA + ekα(1− q)ekνAν (1− eν)

kν−kνA
]
·

max
(

ekβqekν−kνA
ν (1− eν)

kνA

ekβqekν−kνA
ν (1− eν)kνA + ekα(1− q)ekνAν (1− eν)kν−kνA

,

ekα(1− q)ekνAν (1− eν)
kν−kνA

ekβqekν−kνA
ν (1− eν)kνA + ekα(1− q)ekνAν (1− eν)kν−kνA

)
The first two sums can be modified using the binomial theorem, yielding

E[U |q,W ] = (1− ekα)(1− q) + (1− ekβ)q+

+
kν∑

kνA=0

(
kν
kνA

)
· max

[
ekβqekν−kνA

ν (1− eν)
kνA ,ekα(1− q)ekνAν (1− eν)

kν−kνA
]
.

The general problem of the agent could thus be formulated as

maxkα,kβ ,kνU(kα, kβ, kν)

U(kα, kβ, kν) = (1− ekα)(1− q) + (1− ekβ)q+

+
kν∑

kνA=0

(
kν
kνA

)
· max

[
ekβqekν−kνA

ν (1− eν)
kνA ,ekα(1− q)ekνAν (1− eν)

kν−kνA
]

kα + kβ + kν = n,

kα, kβ, kν ∈ N0.

We have already shown that, when only sources α and β are available, no interior allocation
with kα > 0 and kβ > 0 is optimal. The presence of neutral signals does not alter this result.
For any fixed realization of the neutral signals, the utility contribution of the non-neutral sources
has exactly the same form as in the two-source problem, differing only by a positive multiplicative
factor inside the maximum operator. Hence, for every realization of the neutral signals, utility is
maximized by assigning all non-neutral signals to a single biased source. Taking expectations over
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neutral-signal realizations preserves this ordering. Therefore, no optimal portfolio contains both α

and β, and it is sufficient to consider portfolios containing at most one biased source.
Therefore, the only candidates for an optimal portfolio are

1. (n,0,0) all-aligned

2. (0,0,n) all-neutral

3. (k,0,n− k), k ∈ 1,..,n− 1 aligned-neutral family

4. (0,k,n− k), k ∈ 1,..,n− 1 opposing-neutral family

Lemma A.1. Assume 0 < e < 1, 0 < eν < 1
2
, 1

2
< q < 1, and n ∈ N, n > 2 Then for every

k = 2, . . . ,n− 1,

U(k,0,n− k) ≤ max{U(n,0,0),U(0,0,n)}.

Proof. Let
m = n− k, X ∼ Bin(m,1− eν).

Since 0 < eν < 1
2
, the ratio

qem−i
ν (1− eν)

i

ek(1− q)eiν(1− eν)m−i
=

q

ek(1− q)

(
eν

1− eν

)m−2i

is strictly increasing in i. Hence there exists a unique threshold

tk =

1

2

m−
log

(
ek(1−q)

q

)
log

(
eν

1−eν

)


such that
qem−i

ν (1− eν)
i ≥ ek(1− q)eiν(1− eν)

m−i ⇐⇒ i ≥ tk.

Therefore,
m∑
i=0

(
m

i

)
max

[
qem−i

ν (1− eν)
i, ek(1− q)eiν(1− eν)

m−i
]

= q Pr(X ≥ tk) + ek(1− q) Pr(X < tk)

= ek(1− q) +
(
q − ek(1− q)

)
Pr(X ≥ tk).

Substituting into U(k,0,n− k) gives

U(k,0,n− k) = (1− ek)(1− q) + ek(1− q) +
(
q − ek(1− q)

)
Pr(X ≥ tk)

= (1− q) +
(
q − ek(1− q)

)
Pr(X ≥ tk).
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Since q > 1
2
,

U(n,0,0) = (1− en)(1− q) + q = 1− (1− q)en.

Thus
U(n,0,0)− U(k,0,n− k) = q − (1− q)en −

(
q − ek(1− q)

)
Pr(X ≥ tk).

Because k < n and 0 < e < 1,
en < ek,

and hence
q − (1− q)en > q − (1− q)ek.

Since 0 ≤ Pr(X ≥ tk) ≤ 1,

(
q − ek(1− q)

)
Pr(X ≥ tk) ≤ q − ek(1− q) < q − (1− q)en.

Therefore
U(n,0,0)− U(k,0,n− k) > 0,

so that
U(k,0,n− k) ≤ U(n,0,0) (k = 2, . . . ,n− 1).

Finally,
U(n,0,0) ≤ max{U(n,0,0),U(0,0,n)},

which yields
U(k,0,n− k) ≤ max{U(n,0,0),U(0,0,n)}.

This shows that portfolios that combine the neutral source with several aligned signals are never
optimal; thus, (1,0,n− 1) is the only potential optimum in the aligned-neutral family.

The proof of a similar claim for the opposing-neutral family follows.

Lemma A.2 (Opposing-neutral boundary dominance). Assume 0 < e < 1, 0 < eν < 1
2
, 1
2
< q < 1,

and n > 2. Then for every k = 2, . . . ,n− 1,

U(0,k,n− k) ≤ max{U(n,0,0),U(0,0,n),U(1,0,n− 1),U(0,1,n− 1)}.

Proof. Let
m = n− k,
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and define
X ∼ Bin(m,1− eν).

Since 0 < eν < 1
2
, the ratio

ekq em−i
ν (1− eν)

i

(1− q)eiν(1− eν)m−i
=

ekq

1− q

(
eν

1− eν

)m−2i

is strictly increasing in i. Therefore there exists a threshold tk such that

ekq em−i
ν (1− eν)

i ≥ (1− q)eiν(1− eν)
m−i ⇐⇒ i ≥ tk.

Hence

m∑
i=0

(
m

i

)
max

[
ekq em−i

ν (1− eν)
i, (1− q)eiν(1− eν)

m−i
]
= (1−q)+

(
ekq−(1−q)

)
Pr(X ≥ tk).

Substituting into U(0,k,n− k) yields

U(0,k,n− k) = 1− ekq +
(
ekq − (1− q)

)
Pr(X ≥ tk).

Now distinguish two cases. Case 1: ekq ≤ 1− q. Then,

U(0,k,n− k) ≤ 1− ekq.

Since k < n, 0 < e < 1, and q > 1− q,

ekq > en(1− q),

and therefore
1− ekq < 1− (1− q)en = U(n,0,0).

Hence
U(0,k,n− k) < U(n,0,0).

Case 2: ekq > 1− q. There,

U(0,k,n− k) ≤ 1− ekq + ekq − (1− q) = q.
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On the other hand,

U(0,1,n− 1) = (1− e)q +
n−1∑
i=0

(
n− 1

i

)
max

[
eq en−1−i

ν (1− eν)
i, (1− q)eiν(1− eν)

n−1−i
]
.

Since max(a,b) ≥ a,

U(0,1,n− 1) ≥ (1− e)q + eq

n−1∑
i=0

(
n− 1

i

)
en−1−i
ν (1− eν)

i = q.

it is that
U(0,k,n− k) ≤ q ≤ U(0,1,n− 1).

Thus, for every k ≥ 2,

U(0,k,n− k) ≤ max{U(n,0,0),U(0,1,n− 1)}.

This completes the proof.

By this, it is established that only all-aligned, all-neutral, one aligned-rest neutral, and one
opposing-rest neutral can become the optimal portfolio choice.

A.4 Proof of Proposition 5

Proof. I prove the statement for 1 > q > 0.5, the logic applies symmetrically to 0 < q < 0.5.
First, I show that for even n, (kα,kβ, kν) = (0,1,n− 1) dominates (kα,kβ, kν) = (0,0,n) for some
interval (0.5,0.5 + t). All expected utility expressions are piecewise linear in q. Moreover, the
expected utility for νν is symmetric around q = 0.5. That yields that there exists 0.5 > t > 0 such
that the expected utility inside q ∈ [0.5,0.5 + t] for a given even n is

E[U |q ∈ (0.5,0.5 + t),(0,0,n)] =

=
n∑

kνA=0

(
n

kνA

)
max

{
qen−kνA

ν (1− eν)
kνA , (1− q)ekνAν (1− eν)

n−kνA
}
=

=

(
n

0

)
(1− q)(1− eν)

n + (1− q)

(
n

1

)
eν(1− eν)

n−1 + ..+ q

(
n
n
2

)
e
n
2
ν (1− eν)

n
2+

...+

(
n

n− 1

)
qeν(1− eν)

n−1 +

(
n

0

)
q(1− eν)

n =

=

(
n
n
2

)
e
n
2
ν (1− eν)

n
2 q +

n
2
−1∑

i=0

(
n

n− i

)
(1− eν)

n−ieiν
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Next, I demonstrate that at q = 0.5, the oppposing-neutral portfolio at least weakly dominates
νν. Notice that the expected utility from the opposing-neutral portfolio at q = 0.5 is decreasing in
e. Therefore, for a given eν , the minimal expected utility is attained for e = 1 and equals

E[U |q = 0.5,(0,1,n− 1)] =

=
n−1∑

kνA=0

(
n− 1

kνA

)
1

2
max

{
qekν−kνA

ν (1− eν)
kνA , (1− q)ekνAν (1− eν)

kν−kνA
}
=

=

n
2∑

i=0

(
n− 1

n− i

)
(1− eν)

n−ieiν

Comparing the two expected utilities and applying standard rules for sums and binomialsA.1 yields

(
n
n
2

)
e
n
2
ν (1− eν)

n
2
1

2
+

n
2
−1∑

i=0

(
n

n− i

)
(1− eν)

n−ieiν =

n
2∑

i=0

(
n− 1

i

)
(1− eν)

n−1−ieiν .

That means that in the extreme case of e = 1, the all-neutral and one opposing-rest neutral deliver
the same expected utility. Given that the one opposing-rest neutral expected utility decreases with
e, any value 1 > e > 0 makes this portfolio dominate the all-neutral one.

At q = 0.5, by symmetry, the expected utility from a one aligned-rest neutral portfolio should
always be equal to the one opposing-rest neutral. However, at the same time, the one aligned-rest
neutral utility is decreasing in q, whereas the one opposing-rest neutral utility is increasing in q.

Taken together, that implies that there is a region around q = 0.5 where the one opposing-rest
neutral dominates both all-neutral and one aligned-rest neutral cases.

What remains is to show that the only other optimum for given e, eν , n is that the whole
continuum of agents opts for an all-aligned portfolio. This is easily demonstrated by recalling that
E[U |q,(n,0,0)] is strictly increasing in q on q ∈ (0.5,1). Therefore, it remains to show that there
exists such a parameter combination where E[U |q = 0.5,(n,0,0)] ≥ E[U |q = 0.5,(0,1,n− 1)]

(1− en) ≥ (1− e) +
n−1∑

kνA=0

(
n− 1

kνA

)
max

{
een−1−kνA

ν (1− eν)
kνA , ekνAν (1− eν)

n−1−kνA
}

A.1Using
(

n
n−i

)
=

(
n
i

)
, the left-hand side equals

∑n
2−1

i=0

(
n
i

)
eiν(1− eν)

n−i + 1
2

(
n
n
2

)
e
n
2
ν (1− eν)

n
2 . Applying Pascal’s

identity and splitting the middle term 1
2

(
n
n
2

)
= 1

2

(n−1
n
2

)
+ 1

2

(n−1
n
2−1

)
one verifies that all terms combine pairwise into∑n

2
i=0

(
n−1
i

)
eiν(1− eν)

n−1−i, which is the right-hand side.
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The sum can be bound using the fact that e < 1 by

n−1∑
kνA=0

(
n− 1

kνA

)
max

{
een−1−kνA

ν (1− eν)
kνA , ekνAν (1− eν)

n−1−kνA
}
≤

≤
n−1∑

kνA=0

(
n− 1

kνA

)
max

{
en−1−kνA
ν (1− eν)

kνA , ekνAν (1− eν)
n−1−kνA

}
=

=

n
2∑

i=0

(
n− 1

n− 1− i

)
(1− eν)

n−1−ieiν ≤ 1

That yields

e− en ≥

n
2∑

i=0

(
n− 1

n− i

)
(1− eν)

n−ieiν

This separates e and eν into different sides of the equation, giving a condition for many admissible
e and eν to satisfy this equation for any n. That yields the conclusion that the all-aligned portfolio
can indeed become optimal for all agents.
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A.5 General Polynomial Expected Utility

This exercise further develops the generalization to other utility functions as sketched in Section
5.1. I start by defining the requirements on the utility function given by the underlying economic
problem

• U(rWqS) - the expected utility depends on the posterior belief only,

• U(rWqS) is symmetric around rWqS = 1
2
,

• U(1) = U(0) = 1 - certainty delivers the highest possible utility,

• U
(
1
2

)
= 1

2
- flat posterior belief delivers utility equal to that of choosing randomly,

• U(rWqS) is decreasing on (0,1
2
) and increasing on (1

2
,1) - stronger beliefs bring higher pay-

offs.

Henceforth, I restrict my analysis to piecewise polynomial functions. To satisfy the assumptions
and parametrize the convexity/concavity with a single number, I choose the following functional
form

U(rWqS) = 2p−1 ·
∣∣∣∣rWqS − 1

2

∣∣∣∣p + 1

2
, p > 0,

where parameter p governs the (piecewise) convexity/concavity of the function (p > 1 convex,
p < 1 concave, p = 1 linear benchmark case).

Intuition suggests that opposing-neutral optimality should persist at least for some e and eν as
long as the utility function is not too convex. I demonstrate this with the following exercise. I fix
values of e and eν and vary the parameter p. For each p, I show the optimal portfolio choice as a
function of q. Figure A.1 presents the result of this exercise. Indeed, the prevalence of opposing-
neutral choice decreases with p, confirming the intuition presented in the text.
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Figure A.1: The impact of utility function shape (as measured by p) on optimal portfolio choice

Note: e = 0.8, eν = 0.3, n = 2; Higher values of p are associated with piecewise convexity, lower values with
piecewise concavity, p = 1 represents the benchmark linear case.
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A.6 Imperfect Neutral Signal
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Figure A.2: Region of general signals κ for which the portfolio (β,κ) is optimal.

Note: The horizontal axis reports the error rate of source κ in state a (εa), while the vertical axis reports its error rate
in state b (εb). The blue region identifies parameter combinations for which (β,κ) yields the highest expected utility
among all feasible two-signal portfolios. The red diagonal corresponds to εa = εb, i.e., neutral signal.
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A.7 General Biased Signals

Assume the following set of general biased signals and a neutral signal.

Table A.4: General biased signals

news sources
α̂ ν β̂

biased towards a neutral biased towards b
P (A|b) = e P (A|b) = eν P (A|b) = c
P (B|a) = c P (B|a) = eν P (B|a) = e

Assume throughout this section that

0 < c < e < 1, c+ e < 1, 0 < eν <
1

2
.

The condition c + e < 1 ensures that the signal realizations are informative in the direction sug-
gested by their labels.

I formulate the result for q ∈ [1/2,1]. The corresponding result for q ∈ [0,1/2] follows sym-
metrically.

Proposition (Optimal one-source choice under general biased signals). Suppose that

0 < c < e, c+ e < 1, 0 < eν <
1

2
,

and let q ∈ [1/2,1]. Define

qA :=
1− e

1− e+ c
,

qN := min

{
1− eν ,

e− eν
e− c

}
,

and

q := max {qA, 1− eν} .

Then:

1. In the absence of the neutral source, α̂ weakly dominates β̂ for every q ∈ [1/2,1].

2. If the neutral source is available, then:

(a) if
1

2
< q < qN ,

the neutral source is uniquely optimal;
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(b) if

max

{
1

2
,qN

}
< q < q,

the aligned source α̂ is uniquely optimal;

(c) if

q ≥ q,

all three sources yield expected payoff q, and the agent is indifferent among them.

If qN ≤ 1/2, the region in which the neutral source is uniquely optimal is empty.

Proof. For any binary signal M , expected utility can be written directly as the sum, over the two
signal realizations, of the larger of the two state-contingent joint probabilities:

VM(q) =
∑

s∈{A,B}

max {qP (s | a,M), (1− q)P (s | b,M)} .

For the generalized aligned source,

Vα̂(q) = max {(1− c)q, e(1− q)}+max {cq, (1− e)(1− q)} .

Because q ≥ 1/2 and 1− c > e, the first maximum is always attained by (1− c)q. Therefore,

Vα̂(q) = (1− c)q +max {cq, (1− e)(1− q)} .

Equivalently,
Vα̂(q) = max {1− e+ (e− c)q, q} .

The two expressions intersect at

qA =
1− e

1− e+ c
.

Hence,

Vα̂(q) =

1− e+ (e− c)q,
1

2
≤ q < qA,

q, qA ≤ q ≤ 1.

Similarly,
Vβ̂(q) = max {(1− e)q, c(1− q)}+max {eq, (1− c)(1− q)} .

Since q ≥ 1/2 and 1− e > c, the first maximum is always attained by (1− e)q.
Thus,

Vβ̂(q) = max {1− c− (e− c)q, q} .
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For every q ≥ 1/2,

[1− e+ (e− c)q]− [1− c− (e− c)q] = (e− c)(2q − 1) ≥ 0.

Because both expected-utility expressions also contain the common alternative q, it follows that

Vα̂(q) ≥ Vβ̂(q)

for every q ∈ [1/2,1].
This proves the no-neutral result.
For the neutral source,

Vν(q) = max {(1− eν)q, eν(1− q)}+max {eνq, (1− eν)(1− q)} .

Since q ≥ 1/2 and eν < 1/2, the first maximum is attained by (1− eν)q.
Therefore,

Vν(q) = max {1− eν , q} ,

or equivalently,

Vν(q) =

1− eν ,
1

2
≤ q < 1− eν ,

q, 1− eν ≤ q ≤ 1.

Because α̂ weakly dominates β̂, it remains to compare Vα̂ and Vν . In the region in which both
sources potentially improve on the prior payoff q, the neutral source is preferred if and only if

1− eν ≥ 1− e+ (e− c)q.

Rearranging gives
q ≤ e− eν

e− c
.

The neutral source must also satisfy q ≤ 1− eν in order to produce more than the prior payoff.
It is therefore optimal for

q ≤ qN := min

{
1− eν ,

e− eν
e− c

}
.

Above this threshold, the aligned source is optimal until all sources yield only the prior payoff
q. The aligned source yields q for q ≥ qA, while the neutral source yields q for q ≥ 1 − eν .
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Moreover,
1− c

1− c+ e
<

1− e

1− e+ c
= qA,

because
1− e

1− e+ c
− 1− c

1− c+ e
=

(e− c)(1− e− c)

(1− e+ c)(1− c+ e)
> 0.

Hence, by the time q ≥ qA, the opposing source also yields expected payoff q. It follows that all
three sources yield payoff q whenever

q ≥ q := max {qA, 1− eν} .

This establishes the stated characterization.

Allowing the biased sources to make mistakes in both states creates a region of sufficiently
strong priors in which no available signal changes the agent’s optimal action. In this region, each
source yields expected payoff q, and the agent is indifferent among them. The signal realizations
may still change posterior beliefs; the point is that this belief updating has no decision value be-
cause the agent chooses action a after every realization.

Once we allow the agent to choose more signals, the main intuition applies again. Instead of
deriving the full optimality conditions for an arbitrary n e, eν ,c, q, I show that for some combination
of parameters, there exists a region of opposing-neutral optimality for the case of two signals.

Proposition (Opposing-neutral optimality with imperfectly biased signals). There exist parame-

ters satisfying

0 < c < e, c+ e < 1, 0 < eν <
1

2
,

and a nonempty interval of priors immediately above 1/2 for which the portfolio β̂ν is uniquely

optimal among all two-signal portfolios.

Proof. Consider
e = 0.8, c = 0.05, eν = 0.3.

These parameters satisfy

0 < c < e, c+ e < 1, eν <
1

2
.

There are six unordered two-signal portfolios:

α̂α̂, α̂β̂, β̂β̂, α̂ν, β̂ν, νν.
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Let
δ := q − 1

2
.

For q in a sufficiently small right neighborhood of 1/2, direct evaluation of the four signal
realizations gives

Vβ̂ν(q) =
57

80
+

19

200
δ,

Vα̂ν(q) =
57

80
− 19

200
δ,

Vνν(q) =
7

10
+

21

50
δ,

Vα̂α̂(q) =
101

160
+

217

400
δ,

Vβ̂β̂(q) =
101

160
− 217

400
δ,

and
Vα̂β̂(q) =

23

40
+

77

100
δ.

At q = 1/2,

Vβ̂ν

(
1

2

)
= Vα̂ν

(
1

2

)
=

57

80
,

while
57

80
>

7

10
>

101

160
>

23

40
.

Thus, the two mixed biased–neutral portfolios are tied for the highest expected payoff at the sym-
metric prior. For every δ > 0,

Vβ̂ν(q)− Vα̂ν(q) =
19

100
δ > 0.

Moreover,
Vβ̂ν(q)− Vνν(q) =

1

80
− 13

40
δ.

This difference remains strictly positive whenever

0 < δ <
1

26
.

The remaining portfolios are separated from β̂ν by strictly larger gaps at q = 1/2; the expressions
above show that these gaps also remain positive for all sufficiently small δ > 0. In particular, they
remain positive for

0 < δ ≤ 1

100
.
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Consequently,
Vβ̂ν(q) > VW (q)

for every other two-signal portfolio W whenever

q ∈
(
1

2
,
51

100

]
.

Thus, the opposing-neutral portfolio is uniquely optimal on a nonempty interval of priors even
though both biased sources make mistakes in both states.

This example establishes that perfect revelation by the biased sources is not necessary for
opposing–neutral optimality. The result is an existence claim rather than a complete characteri-
zation for arbitrary (q,e,c,eν). Nevertheless, it shows that the central portfolio-complementarity
mechanism survives when both biased sources make mistakes in both states.

A.8 Separating Dynamic Attention from Portfolio Choice

This Appendix derives the quantitative strategies reported in Panels (b)–(d) of Figure 8. Panel
(a) is a simplified qualitative representation of the cost-dependent dynamic mechanism highlighted
by Che and Mierendorff (2019); it is not obtained by solving the present model under the calibra-
tion below.

Throughout this section, I consider the calibration

e = 0.8, eν = 0.3, q = 0.55.

Under the baseline full-commitment model, this calibration yields βν as the optimal two-signal
portfolio.

Sequential with ν Figure A.3 represents the sequential problem as an extensive-form game for
this given calibration. The agent first chooses a signal, observes its realization, and then decides
whether to purchase a second signal at cost γ. The terminal nodes report the expected utility asso-
ciated with each continuation strategy. Strategies that are never optimal for this parameterization
are omitted for clarity.

The optimal policy follows from comparing the continuation values at each decision node. For
the purpose of this paper, I only report the equilibrium paths.

The agent always begins by acquiring the neutral signal, which provides a balanced first as-
sessment of the state. When information acquisition is inexpensive (γ ≤ 0.08 := γSEQ1), the
agent then acquires a second, biased signal tailored to the initial realization: after observing A, she

45



acquires α, whereas after observing B, she acquires β. Thus, the neutral signal serves as a bridge,
directing attention to the source expected to be most informative given the initial evidence.

As the cost of additional information increases, the value of refining beliefs declines. For
intermediate costs (0.08 < γ ≤ 0.09 := γSEQ2), the agent acquires a second signal only after
one realization of the neutral signal, while for sufficiently high costs (γ > γSEQ2) she stops after
the initial neutral signal regardless of its realization. Throughout, the first signal remains neutral,
reflecting its role as the most valuable source for reducing overall uncertainty before committing to
a more specialized source. The example illustrates how optimal information acquisition naturally
combines broad initial learning with increasingly selective follow-up as information becomes more
costly.

Simultaneous with ν For comparison, consider the static version of the problem in which the
agent commits ex ante to her complete information portfolio. Without the option to condition future
acquisition on observed realizations, the optimization problem simplifies considerably. The agent
either purchases the two-signal portfolio βν or acquires only the neutral signal. The switching
point occurs exactly when the marginal benefit of βν is equal to the cost of the signal. In this
calibration, this occurs forγSIM(= 0.033).

Simultaneous without ν By a similar argument, when the neutral source is not available, the
agent consumes from the aligned source only. The threshold between acquiring one or two such
signals is exactly where the cost γ equals the benefit of the additional signal. For the calibration in
question, this occurs at γSIMNO = 0.072
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Figure A.3: Tree representation of the sequential problem.

Note: The circles denote the nodes where the agent chooses a signal. The square nodes are where chance chooses the
realization of the first signal. After the second signal is realized, the agent can no longer decide on the information
acquisition strategy; therefore, the game ends. X denotes the stopping option. The blue numbers denote the expected
payoffs and probabilities for q = 0.55, e = 0.8, eν = 0.3; γ is the cost of acquiring the second signal. The never-
optimal strategies for the given parameter combinations are omitted.
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